Computational Frameworks for Genomic Privacy Analysis
BACKGROUND
Privacy is one of the most important topics of debate in data science that stands at the corner of many different fields, including ethics, sociology, law, political science, and forensic science. Recently, genomics has emerged as one of the major foci of studies on privacy. This can mainly be attributed to the advancement of technologies for high throughput biomedical data acquisition that bring about a surge of datasets1,2. Among these, high throughput molecular phenotype datasets, like functional genomic and metabolomic measurements, substantially grow the list of the quasi-identifiers (such as birth date, ZIP code, gender3) for participating individuals, which can be used by an adversary for re-identification of the identities. With the recent announcement of Precision Medicine Initiative4, a large body of datasets are to be generated and shared among researchers5. The National Institutes of Health also released the plans to encourage public access to biomedical datasets from scientific studies 5–7. Considering the fact that one does not need many identifiers to uniquely pinpoint an individual3,8,9, these datasets have the potential to exacerbate the risk of privacy breach. 
Many consortia, like GTex10, ENCODE11, 1000 Genomes12, and TCGA13, are generating large amount of personalized biomedical datasets. Coupled with the generated data, sophisticated analysis methods are being developed to discover correlations between genotypes and phenotypes, some of which can contain sensitive information like disease status. Although these correlations are useful for discovering how genotypes and phenotypes interact, they could also be utilized by an adversary in a linking attack for matching the entries in genotype and phenotype datasets. For example, when a phenotype dataset is available, the adversary can utilize the genotype-phenotype correlations to statistically predict the genotypes, compare the predicted genotypes with the entries in another dataset that contains genotypes. For the entries that are correctly matching, he/she can reveal sensitive phenotypes of the individuals and characterize them. Even when the strength of each genotype-phenotype correlation is not high, the availability of a large number of genotype-phenotype correlations increases the scale of linking. In fact, an adversary can perform correct linking with relatively small number of genotypes14,15.
[bookmark: _GoBack]Different aspects of privacy have been intensely studied. Recently, genomic privacy is receiving much attention as a result of the deluge of personalized genomics datasets that are being generated16,17. With the increase in the number of large scale genotyping and phenotyping studies, the protection of privacy of participating individuals emerged as an important issue. Homer et al18 proposed a statistical testing procedure that enables testing whether a genotyped individual is in a pool of samples, for which only the allele frequencies are known. Im et al19 showed that, given the genotypes of a large set of markers for an individual, an attacker can reliably predict whether the individual participated to a QTL study or not. These attacks, which we refer to as “detection of a genome in a mixture”, are one type of attacks on privacy. There is yet another important attack where the attacker links two or more datasets to pinpoint individuals in datasets and reveal sensitive information. One well-known and illustrative example of these “linking attacks”, although not in a genomic context, is the linking attack that matched the entries in Netflix Prize Database and the Internet Movie Database (IMDB)20. For research purposes, Netflix released an anonymized dataset of movie ratings of thousands of viewers, which they thought was secure as the viewers’ names were removed. However, Narayanan et al20 used IMDB database, a seemingly unrelated and very large database of movie viewers, linked the two databases, and revealed identities and personal information (movie history and choices) of many viewers in the Netflix database. The fact that Netflix and IMDB host millions of individuals in their databases renders the question of detection of an individual in these database irrelevant since any random individual is very likely to be in one or both of these databases but the focus of attacks turns to matching individuals in the databases. Consequently, as the databases grow, the attacks for detection of an individual in a database become unimportant and the linking attacks become more admissible in order to characterize individuals’ sensitive information. In the genomic privacy context, as the size and number of the genotype and phenotype datasets increase, possibility of potentially linkable datasets will increase, which may make scenarios similar to Netflix attacks a reality in genomic privacy. 
Several studies on genomic privacy address the linking of different datasets for re-identifying individuals and characterizing their sensitive information. Gymrek et al21 revealed the identities of several male participants of 1000 Genomes Project12 by using the short tandem repeats on Y-chromosome as an individual identifying biomarker and linking the genotypes to online genetic genealogy databases. A detailed review can be found elsewhere22. In addition, different formalisms for protecting sensitive information have been proposed and applied to genomic privacy. These censor or hide information, or aim at ensuring statistical indistinguishability of individuals in the released data. For example, differential privacy23 involves building data release mechanisms that have guaranteed bounds on the leakage of sensitive information. The release mechanisms track how much information is leaked and stops release when the estimated leakage is above a predetermined threshold. Although this approach is theoretically very appealing, it can substantially decrease the utility of the biological data24. In addition, the release mechanism must keep track of all the queries, which can cause complications in data sharing25. Homomorphic encryption26 enables performing analysis on encrypted data directly. Complete protection of sensitive information is guaranteed as the data processors never interact with the unencrypted sensitive information. The drawback, however, is high computational and storage requirements. Another well-established formalism is k-anonymization27,28. Before releasing the dataset, it is anonymized by data perturbation techniques for ensuring that no combination of features in the dataset are shared by fewer than k individuals. In this approach the anonymization process has, however, excessive computational complexity and is not practical for high dimensional biomedical datasets29. Several variants have been proposed for extending k-anonymity framework30,31. A majority of these studies aim at protecting the genomic variants and identities of individuals in databases. Different aspects of genomic privacy, pertaining linkability of high dimensional phenotype datasets to genotypes, are yet to be explored. 
In our studies, we have focused on characterizability of the individuals’ sensitive information in the context of linking attacks, where the adversary exploits the genotype-phenotype correlations to link different datasets and potentially reveal sensitive information. In general, the high dimensional phenotype datasets generated in genomic studies harbor a number of phenotypes that contain sensitive information, like disease status, and other phenotypes, while not sensitive, may have subtle correlations with genomic variant genotypes. Many quantitative phenotypes can be linked to genotypes using public quantitative trait loci (QTL) datasets. Some of the high dimensional genomic quantitative traits and corresponding QTLs are gene expression levels (eQTLs), protein levels (pQTLs32,33), DNase hypersensitivity site signals (dsQTLs34), ribosome occupancy (rQTLs35), DNA methylation levels (meQTLs36), histone modification levels (haQTLs37–39), RNA splicing (sQTLs40), and also higher order traits like network modularity (modQTLs41). Other QTLs associated with single dimensional non-genomic phenotypes include body mass index42, basal glucose levels43, and serum cholesterol levels32,44. Each QTL can potentially cause a small amount of genotypic information leakage. As these QTLs are often identified and reported at genomic scale, when an adversary utilizes a large number of QTLs in the attack, he/she can accurately link the sensitive phenotypes to the genotype dataset. Since genotypes can almost perfectly identify an individual, this linking attack can potentially cause a breach of privacy for the individuals who participated in the studies.
Among all the datasets, the most abundant and well-studied genotype-phenotype correlation dataset is expression quantitative trait loci (eQTL) datasets. These datasets are generated by genome-wide screening for correlations between the variant genotypes and gene expression levels usually through RNA sequencing or expression arrays40,45,46. The eQTL datasets are especially useful in the context of linking attacks since there is a large and growing compendium of public eQTL datasets47. [For example, the GTex Project hosts a sizable set of eQTL dataset from multiple studies where the users can view in detail how the genotypes and expression levels are associated10,41. In order to demonstrate our results and build the formulations in a specific context, we have focused on eQTL datasets and linking of gene expression and genotype datasets. We are currently working on extending our analyses to other genotype-phenotype datasets.
Specifically, we have analyzed the genotype predictability and studied the tradeoff between the amount of information leakage and correct predictability of the genotypes. This enables one to quantify information leakage jointly with the predictability of genotypes from phenotype data. We also developed a basic 3 step individual characterization framework, which can enables systematic analysis of any linking attack. We studied different aspects of vulnerability using the framework. We also developed practical linking attacks. In one scenario, we showed how outliers of gene expression levels can be utilized for pinpointing individuals. We are evaluating the extent and practicality of these attacks on different genotype and phenotype datasets. 
IMPLICATIONS AND FUTURE DIRECTIONS OF OUR WORK
Increasing pace of data generation and the policies to encourage genomic data sharing will make genomic privacy a topic of hot debate. In the analysis of genomic privacy, it is necessary to consider the basic premise of sharing any type of personal information: There is always an amount of leakage in the sensitive information48.  In addition, as shown by previous studies, we often cannot propose black-and-white solutions to problems in privacy which mainly roots from the multifaceted nature of privacy. We believe these make it necessary for the genomic data sharing and publishing mechanisms to incorporate statistical quantification methods before the datasets are released. This is recently recently recognised49. Legislative decision making processes should incorporate the quantified risk estimates of leakage as an objective factor. The quantification methodology and the analysis frameworks presented in this study can be applied for analysis of the information leakage in the datasets where the correlative relations between datasets can be exploited for performing linking attacks. In accordance to a utility policy, the leakage risk can be evaluated against the utility requirements so as to assess the suitability of different data release mechanisms.
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